Lecture 11
In this lecture, we will discuss about

1. Error Control 

2. Flow Control Protocols.

Error Control
Error Control deals with the problem: How to make sure that all frames are delivered to the network layer at the destination and that too in the proper order. The usual way to ensure reliable delivery is to provide the sender with some feedback about what is happening at the other end of the line (i.e. destination side). This means that some special control frames bearing positive acknowledgment or negative acknowledgment must be sent from the destination back to the source. If the sender receives positive acknowledgment it means that frame is received perfectly, but if the negative acknowledgment is sent, that means the frame is received but there is some error in it. 




There are other kinds of errors, may be frame is lost in transit or acknowledgment sent is lost. Now receiver will not react, as he has no reason to react. He doesn’t know whether source has sent some data frame or not. This possibility is dealt with introducing a timer in the data link layer. When the sender transmits a frame, it generally also starts a timer. The timer is set to go off (expires) after an interval (equal to the propagation delay).

So above discussion ensures that, whenever a frame or acknowledgment is lost, the timer will go off, altering the sender to a potential problem. Then sender will retransmit the frame. If the acknowledgment has been lost, this retransmission will produce another copy of the same frame at the destination. And receiver has no method of distinguishing it as a similar frame or different from the previous frame, for him each frame is different. To prevent this from happening (means avoiding duplicate) it is generally necessary to assign sequence number to outgoing frames, so that receiver can distinguish retransmission from originals.


As far as frames receiver by the receiver are perfect or not, this thing can be judged through error detection algorithms. Error detection algorithms detect the incoming frames for errors. If there is an error, a negative acknowledgment is sent, otherwise positive acknowledgment is sent. We have some algorithms which do error detection and error correction, means, they detect the error and if possible correct them also. CRC is one popular error detection algorithms. Hamming code is popular for error detection and error correction.
Flow Control

Another important design issue that occurs in the data link layer is what to do with the sender that sends that at a higher rate than the receiver can handle. The usual solution is to introduce flow control to throttle the sender into sending no faster than the receiver can handle them. We will discuss various algorithms under flow control at data link layer. One such algorithm is Stop and Wait flow Control, another one is Sliding Window Flow Control.
Unrestricted Simplex Protocol


This is the simplest protocol; data are transmitted in one direction only. When ever sender has some data to send, he does so. No sequence numbers and acknowledgments are used. The communication channel is assumed to be error free means no loss of data frame, no damaged frames (which is practically impossible).
Simplex Stop and Wait Protocol


In Stop and Wait method, the sender waits for an acknowledgment after every frame it sends. Only when an acknowledgment has been received is the next frame sent, as shown in the figure. This simplex stop and wait protocol assumes that the medium is error free.
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The advantage of Stop and Wait is simplicity, and disadvantage is inefficiency. Each frame must travel all the way to the receiver and an acknowledgment must travel all the way from the receiver back to the sender, then the next frame can be sent. 
Simplex Protocol for a Noisy Channel

This protocol works similar to the above one, but it is more practical, means now the assumption that the medium is error free is relaxed. That is frames transmitted through the medium are prone to errors. Now there are three possibilities. 

1. Data Frame is lost

2. Acknowledgment is lost

3. Damaged Frame is received

This protocol is also known as Stop and Wait ARQ (Automatic Repeat Request)
For this protocol to work five features are added to the basic stop and wait flow and control protocol.

1. The sending device must keep a copy of the last frame transmitted until it receives an acknowledgment for that frame. Keeping a copy allows the sender to retransmit lost or damaged frames until they are received correctly.

2. For identification purposes, both ACK and data frames are numbered alternatively by 0’s and 1’s as shown in the figure below. This numbering allows identification of data frame in case of duplicate transmission.
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3. There must be some technique to discover damaged frame, means receiver is equipped with the error detection algorithm.
4. If an error is discovered in a data frame, a NAK frame is transmitted back (which is not numbered). These NAK frames tell the sender to retransmit the last frame.

5. The sending device is equipped with a timer. If an expected acknowledgment is not received within an allotted time, the sender assumes that the last data frame or its acknowledgment is lost in transit and sends it again.
Damaged Frame: When a frame is discovered by the receiver to contain an error, it returns a NAK frame and the sender retransmits the last frame. For example in above figure, the sender transmits a data frame: data0. The receiver returns an ACK1, indicating that data0 arrived undamaged and it is now expecting data1.The sender transmits its next frame: data1. It arrives undamaged, and the receiver returns ACK0. The sender transmits its next frame: data0. The receiver discovers an error in data0, returns an NAK. The sender on receiving NAK, retransmits data0, and then the receiver returns ACK1.

Lost Data Frame: When a data frame is transmitted, a timer starts for the time period that equals the propagation delay. If the frame sent never reaches the receiver, the receiver can never acknowledge it either positively or negatively. Since no acknowledgment is received, the timer will go off. And the frame will be retransmitted, restarts its timer and waits for the acknowledgment.
Lost Acknowledgment: In this case data frame has made it to the receiver, but the acknowledgment way back to the sender is lost in the way. The sending device will wait until its timer goes off. After the timer goes off, retransmission of the last frame is done, timer restarted. Receiver upon receiving the frame, checks the number. If the lost acknowledgment was a NAK, then it accepts the frame and returns appropriate ACK. But if the last frame was not a NAK, then receiver recognizes this copy as duplicate, discards the frame, and sends the acknowledgment.

Sliding Window Protocol
In the sliding window method of flow control, the sender can retransmit several frames before needing an acknowledgment. Frames can be sent one right after another. The receiver simply acknowledges using a single ACK to confirm the receipt of multiple data frames. 

The sliding window refers to the imaginary boxes which lie at both the sender’s end and the receiver’s end. The size of the window provides the upper limit on the number of frames that can be transmitted before requiring an acknowledgment. Frames may be acknowledged at any point without waiting for the window to fully shrink and may be transmitted as long as the window is not fully shrink. 




To keep track of which frames have been transmitted and which received, sliding window introduces an identification scheme based on the size of the window. The frames are numbered modulo n, which means they are numbered from 0 to n-1. For example if size of the window is say 7, then frames are numbered from 0, 1, 2, 3, 4, 5, 6. 
At the beginning of the transmission, the sender’s window contains say 7 frames, as frames are sent out, the left boundary of the window moves inward, shrinking the size of the window. Once an acknowledgment arrives the window expands to allow in a number of new frames equal to the number of frames acknowledged by the ACK. 

On receiving ever frame that sender has send, receivers window also shrinks. When the receiver sends an ACK, it includes the number of the next frame it expects to receive. For example: ACK 5 means, that frames up to sequence number 4 are perfectly received and next frame expected is of sequence number 5. On sending such an acknowledgment, receiver’s window expands by 4 and when sender receives such an acknowledgment, his window also expands by 4.

As each ACK is sent out, the receiving window expands to include as many new placeholders as newly acknowledged frames. The window expands to include a number of new frame spaces equal to the number of the most recently acknowledged frame minus the number of the previously acknowledged frame. In a 7 frame window, if the prior ACK was for frame 2 and the current ACK is for frame 5, then window will expand by 3.
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Sliding Window Protocol Using Go-Back-n 



This is a sliding window protocol with error control. To extend sliding window to cover retransmission of lost or damaged frames, three features are added to the basic flow control mechanism

1. The sending device keeps copies of all transmitted frames until they have been acknowledged.

2. In addition to ACK, receiver has the option of returning a NAK frame if the data have been received damaged. The NAK frame in the sliding window is also numbered, it tells the sender to retransmit. NAK frame carries the number (say n) of damaged frame, which informs the sender to retransmit that frame (whose sequence number is n) and preceding that frame i.e. n-1 frames are received perfectly.

3. Like stop and wait ARQ, the sending device in sliding window is equipped with a timer to enable it to handle lost acknowledgments. Again, sender has no way to know, whether the lost frames are data or ACK/NAK.

Damaged Frame

Suppose that Data0, Data1, Data2, Data3 have been transmitted, but the first acknowledgment received by the sender is NAK 3. As told above, NAK 3 means, frames till sequence number 2 are received perfectly and frame with sequence number 3 is damaged, so that need to be retransmitted. Sender, upon receiving NAK 3, will retransmit frame with sequence number 3. By the time, NAK 3 reaches to sender, he (sender) must have been through with the transmission of data frames Data4, Data5, which when received by the receiver will be discarded. As, receiver, is not supposed to receive data frames out of order. So first data frame Data3 will be received and then only successive frames. Refer to figure below for Go-back-n (Damaged Frame).
Lost Data Frame: As told above, receiver is not supposed to receive data frames out of order. Assume that frames Data0, Data1, Data2, and Data3 are send, Data0, Data1 reaches the receiver, whereas Data2 is lost. Now Data3 reached the receiver, which will be discarded. Receiver discovers that Data2 is lost, so he will send NAK2. The sending device upon receiving the NAK frame, retransmits the frame indicated by the NAK, as well as any frames that it has transmitted after the lost one.
Refer following figure.

Lost Acknowledgment

The sender is not expecting to receive an ACK frame for every data frame it sends. The sending device can send as many frames as the window allows before waiting for an acknowledgment. Once that limit has been reached or the sender has no more frames to send, it must wait. If the ACK/ NAK sent by the receiver have been lost, the sender could wait forever. To avoid this, sender is equipped with the timer that begins counting whenever the window capacity is reached. If the timer goes off, and no ACK/NAK arrives, sender retransmits every frame transmitted since last ACK. Refer following figure.
Sliding Window Protocol using Selective Repeat

In selective Repeat, only the specific damaged or lost frame is retransmitted. Or we can say that now, receiver can receive frames out of order, and later on after all the data frames has been received, receiver will sort them out. So there is an increased overhead at the end of the receiver for the sake of better efficiency. The differences between selective repeat and Go Back n are

1. The receiving device must have a sorting logic to enable it to reorder frames received out of sequence. It must also be able to store frames received after a NAK has been sent until the damaged frame has been replaced.
2.  ACK n, now refer to the sequence number of the frame received.

Damaged Frame 

Suppose that Data0, Data1, Data2, Data3 have been transmitted, but the first acknowledgment received by the sender is NAK 3. As told above, NAK 3 means, frames till sequence number 2 are received perfectly and frame with sequence number 3 is damaged, so that need to be retransmitted. Sender, upon receiving NAK 3, will retransmit frame with sequence number 3. By the time, NAK 3 reaches to sender, he (sender) must have been through with the transmission of data frames Data4, Data5 and so on, which when received by the receiver will not be discarded now (instead will be accepted). As, receiver, can now receive data frames out of order. So only, data frame Data3 need to be transmitted. This is the major difference that comes up between Selective Repeat and Go Back n.   Refer to figure below for Selective Repeat (Damaged Frame).
Lost Frame



Although frames can be received out of sequence, they cannot be acknowledged out of sequence. If frame is lost, the next frame will arrive out of sequence. When the receiver tries to reorder the existing frames, it will discover the discrepancy and return a NAK. Receiver on receiving NAK will retransmit the frame.

Lost Acknowledgment

Lost ACK/NAK frames are treated by selective repeat in the same manner as treated by go-back-n.
